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ABSTRACT:

Therearevariousissueswith transactionaldatasuchashigh dimension-
ality ( ������������� ), sparsity(often a customerhasany productin common
with only �
	 or lessof remainingcustomers)andthecategoricalnatureof
datathathave beendealtin graph-basedapproachto clusteringalgorithms
suchasROCK [5]. Thereareotherissueslike comparisonof productsof
differentkinds, for examplemilk andan automobile,balancingandout-
lier removal for transactionaldatathatneedmorework. In this paperwe
proposeanew clusteringalgorithmfor largetransactionaldata-setsinvolv-
ing a large numberof customersandproducts.A new similarity measure
calledMMSIM that takes the valueof the goodspurchasedinto account
is proposedanda value-basedgraphrepresentationcalleda Connectivity
Matrix inspiredfrom ROCK's Link Matrix is formedusingthe MMSIM
similarity measure.This allows for the clusteringto be graph-theoretic.
A novel value- basedbalancingcriterion that allows the userto control
the balancingof clustersis de�ned. This balancingcriterion is then in-
tegratedwith a value-basedgoodnessmeasurefor merging two clusters.
Thiscombinedwith atraditionalagglomerativeclusteringtogetthedesired
clusters.A graph-basedclusteringalgorithmis very sensitive to outliers,
muchmorethandistancebasedclusteringalgorithm. Singletonsor small
sub-graphsoften result in highly unbalancedclusterssigni�cantly affect-
ing the quality of clusters. A fast, effective and simple outlier-removal
for a graph-basedapproachthatusesunder-clusteringor over-partitioning
to detectandremove outliersis proposed.Finally avalue-basedclustering
evaluationparadigmfor graph-basedclusteringof transactionaldatais pro-
posedandperformancecomparisonof VBACCwith ROCK andMETIS is
given.

1 Intr oduction

With theadventof theinformationage,companieshave alsoinvestedin data-warehousingefforts andnow
havegigabytesto terabytesof customerpurchasehistoryover thelastfew years.With increasingpopularity
of the Internetamongconsumerse-commerceis becominga big business.Every businessis goingon the
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web,thusresultingin readilyavailablecustomerpurchasehistory. This enormousamountof transactional
datahaslately beenusedfor makingpredictionsaboutcustomer's buying behavior, market segmentation
etc[20, 2]. Customerdatahasanumberof uniquecharacteristicsthatnecessitatetheuseof relevantprepro-
cessingstepsandapplicationof tunedalgorithmsonthem[1, 12, 19]. Eachcustomermightbecharacterized
by bothnumerical(e.g.income,age,etc.)andcategorical(e.g.zipcode,productspurchased,etc.)attributes.
While numericalattributescanbeclusteredusingtraditionalclusteringalgorithmslike K-Means,categori-
cal datasuchasproductspurchasehistory (alsoreferredto astransactionaldata)is very high dimensional
ofteninvolving tensof thousandsof products.Treatingeachproductasadimensiondoesnotwork verywell
becauseof thecurseof dimensionality. GraphbasedclusteringalgorithmssuchasROCK [5], METIS [13]
andHMETIS [15], avoid this problemby treatingthe relationshipsbetweenthepointsasa graphandnot
assumingametricspace.

Althoughgraph-basedclusteringalgorithmswork well with transactionaldata,certainotherissuessuch
asoutlier removal, takingthevalueof goodspurchasedinto accountandbalancingissuesfor clustershave
notbeenaddressedextensively. In this papera graph-basedclusteringparadigmcalledValueBalancedAg-
glomerative Connectivity Clustering(VBACC)algorithm,inspiredfrom ROCK is developedandevaluated
that dealswith someof theseissues. The VBACC clusteringalgorithmtakes the valueof the purchase
into account,returnsclustersthat canbe smoothlybalancedbasedon valueandalsoincorporatesan out-
lier removal strategy that is optimizedfor maximumvaluecoverage.Therestof thepaperis organizedas
follows; Section2 discussesthemotivationbehindVBACC anddiscussesvariousissueswith clusteringof
market-basket data.Section3 describesthealgorithmandSection4 describesanovel methodfor evaluating
theperformanceof variousgraph-basedapproach.Section5 describesa simplebut effective techniquefor
outlier removal. Resultsareincludedon a real-life transactionaldata,referredto asHorizon data in this
paper, providedby KD1 � (now acquiredby NetPerceptions)to illustratetheissues.

2 Issueswith clustering Mark et-Basket Data

2.1 High Dimensionality and Graph basedclustering

Transactionaldatais not in a metric space.A market basket of a customeris bestrepresentedasa setof
productswith valuesassociatedwith eachelementof theset.Suchsetrepresentationsdonotneedto satisfy
thetriangularinequality. Onesuchsetbasedsimilarity measureis usedby theROCK clusteringalgorithm
andis calledtheJaccard Coef�cient [21]. Let � and 
 representthesetof productspurchasedby these
customers,thentheJaccardsimilarity �����
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�� is de�ned as:
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where
� ���

denotesthesizeof theset
�

. Thenumeratormeasurestheamountof overlap,i.e. , thenumber
of commonproductsin the market basketsof customers� and 
 while the denominatornormalizesthe
similarity to lie between0 and1. ThusJaccardCoef�cient measuresthefractionoverlapbetweentwo sets.

It is possibleto constructa weightedgraphwith theJaccardCoef�cient representingtheweightof the
edgebetweentwo customers.Thisgraphcanthenbepartitionedusingagraph-partitioningalgorithm,such
that the numberof intra-clusteredgecutsareminimizedandthe numberof inter-clusterconnectionsare
maximized.Thustheproblemof high-dimensionalityis avoided.

�
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2.2 Comparing Applesand Oranges

TheJaccardCoef�cient doesnot take into accountthevalueof theproductssold. In theabsenceof a value
attachedto productsbeingpurchasedby acustomerit is hardto compareonegallonof milk with onedozen
apples.Is having onedozenapplesin commonmoreimportantthanhaving onegallonof milk in common?
It is only possibleto comparethesetwo productsif weassignacommonunit or 'value' to boththeproducts.
Most transactionaldatacontain�elds suchasrevenue,pro�t-margin etc. Thus,thevaluecanbe revenue,
pro�t margin or any othermeasuresuitablefor theproblem.Hence,anew similarity measureis neededthat
takesthevalueof goodspurchasedinto account.Also, asuitableclusteringalgorithmthatusesthisvaluein
ameaningfulmanneris needed.

2.3 Balancing

Graph-basedapproachesareverysuitablefor clusteringof market-basket data;but withoutaddingbalancing
constraints,mosttransactionaldatasetsgive highly unbalancedclusters [6]. Thedatahasnaturallyunbal-
ancedclustersbecauseof non-uniformrevenueandproductdistribution andany clusteringalgorithmthat
is not forcedto yield balancedclusterswill give clusterssuchthatoneof theclusterswill have mostof the
customersandotherswill have very few customersin them.Althoughsucha setof clustersmight betheo-
reticallyoptimalwith respectto somecostcriterion,andsometimesmaycontainan“interestingdiscovery”,
are in generalnot very informative, andnot very useful for many marketing andotherapplications.For
someotherproblemssuchasClusterSpace[7] amorebalancedsetof clustersmayalsobedesirable.

ROCK [5] doesnot provide any meansfor balancingclusters. METIS [13] givesperfectlybalanced
clustersthatarenotdesirabletoo,giventheoriginaldistribution is highly skewed.HMETIS [15] doesallow
balancingtheclustersto someextentbut doesnot take thevalueof theproductsinto accountfor balancing.
If thethesimilarity measureis value-based,it is importantthat theclustersarebalancedby valuetoo. For
a setof perfectly“value-balanced”clusters,the total valueof productspurchasedis equalfor all clusters.
Also, it would be desirableif the clusteringalgorithmallows balancingof originally highly unbalanced
clustersoverawiderange- from nobalancingto almostperfectlybalancedclusters,thusgiving theuserthe
�e xibility to choosethedesiredlevel of balancingdependingon theapplication.

2.4 Too Many Knobs

Transactionaldatais very high dimensionalandhencenot very easyto visualizeor understandby a casual
inspection.Any clusteringprogramhaving too many thresholdsor settingsthatneedto bedecidedis hard
to usebecauseof thevariousunknown parameters.Choosingarbitraryvaluesfor these'knobs' oftengives
badresults.For examplethethresholdparameter� usedin ROCK [5] is hardto guessfor a givendataset.
Thusaprogramhaving lesserknobsbut giving comparableresultsto anotherwouldbemoredesirable.

3 Value BalancedAgglomerativeConnectivity Clustering

ThisSectiondescribesthevaluebasedclusteringalgorithm.

3.1 MMSIM: A novel valuebasedSimilarity Measure

The �rst improvementof theVBACC algorithmover ROCK is thevaluebasednotionof similarity rather
thanjust the productbasedsimilarity. The Jaccardcoef�cient (Equation1) usedin ROCK is extendedto
includevalueasfollows. Let �! representtheproductvectorfor a customer" suchthat #$ &% , its ')(+* entry,
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representsthevalueof theproduct ' purchasedby customer" over all transactions.Let ,.-0/ representsthe
subsetof all transactionsin whichcustomer" boughtproduct' , i.e.

,1 &%2�43�57698�,

�;:

6<�="

�

#>6?�@'BADC (2)

Let EF &% representthetotal valueor money spentby customer" on purchasingproduct' . It is givenby:
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Thenthesimilarity betweentwo customers" and P is givenby -
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If we comparetheMMSIM (Min-Max Similarity) with Jaccard(Equation1) we canseethat thetwo sim-
ilarity measuresarerelated. The MMSIM is a fuzzy extensionof Jaccard.In Equation4 the numerator
representsthe fuzzy intersectionanddenominatora fuzzy union of the setsof productspurchasedby the
two customers.Anotherway of looking at it is thattheproductsareweightedby their value.Noticethatif
thevaluesof all productsareeither0 (nopurchase)or 1 (somepurchase),thentheabove equationgivesthe
sameresultastheJaccardcoef�cient.

Equation4 thusde�nes two customers'similarity basedon whatfractionof revenuethey have in com-
mon comparedto themaximumpossiblerevenueoverlap,given their purchasepro�les. Thustwo people
having a car (saywith value$ 20,000)in commonareprobablyfar moresimilar thantwo peoplehaving
just a toothpaste(saywith value$ 1.5) in common.At thesametime having a million toothpastesin com-
monwouldbequitesigni�cant too. If theJaccardcoef�cient is used,this importantdifferentiationbetween
customerswouldbelost.

Thuswe seethatMMSIM providesuswith all theadvantagesof Jaccardbut with muchmoreinforma-
tion. A sparseimplementationof MMSIM is almostasfastasJaccard,sinceonly non-zeroproductsneed
to be computedfor. Moreover, the majority of the computationis in the actualclusteringprocess,so the
overheadbecauseof usingMMSIM in placeof Jaccardis not signi�cant.

3.2 Connectivity Matrix

Similarity betweenall pairs �Z"

�

P
� of clustersyields a symmetricsimilarity matrix g . A customergraph
canbede�ned suchthateachvertex is a customerandthereis weightededgebetweencustomerpair �Z"

�

P
�

whoseweight is hi kj l . We de�ne the connectivitymatrix mn�Lgi� = So . This matrix representsthe second
orderneighborbasedconnectivity betweentwo customersandplays the samerole as the link matrix in
ROCK [5]. A fast computationof Connectivity Matrix can be achieved as follows, using an algorithm
similar to the computationof links in ROCK. In the following algorithm prqts�uv'

Qxw�y

'Zz representsthe list of
customersthathave at leastsomeproductoverlapwith customer' . The {|c}u~u�'

Q
w•y

'Zz representsthesimilarity
valueof customersin prqts�u�'

Qxw�y

'Zz with customer' .

1. Computeprqts0u�'

Q
w�y

'Zz for every point ' in € (this is the list of customersthathave non-zeroMMSIM
similarity with customer' ).

2. Compute{}c|u�u�'

Q
w�y

'Zz for everypoint ' in € (this is thelist of correspondingsimilarities).

3. Set m•��'

�)‚

� to zerofor all ��'

�)‚

� .

4. for 'f�

� to
�

€

�
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end

The connectivity matrix m representsthe degreeof connectivity betweentwo pointsin thesimilarity
graphS. For every points ' connectedto ‚ with value hŽ��'

�)‚

� , and points ‚ connectedto points " with
value hŽ�

‚��

"7� , thecontribution of points ‚ in theconnectivity of points ' with " is h•��'

�)‚

�•h•�

‚��

"7� . Thetotal
connectivity betweenthe points ' and " is the sumof contributionsof all otherpointsto the connectivity
of ' and " . Unlike the Link Matrix in ROCK, the Connectivity Matrix takes the degreeof overlap into
account.Thecontribution of two strongconnectionsis morethanthecontribution of two weaklinks. Thus
two pointsarehighly connectedto eachotherbecauseof eithera largenumberof weaker connectionsor a
smallernumberof strongerconnections.

For mosttransactionaldataof very high dimensions,thesparsityof thesimilarity matrix is very high.
Oftenlessthanonepercentof customershave any productin commonwith eachother. ROCK [5] assumes
anarbitrarythreshold� that is completelydata-dependent.For low-dimensionaldatathemediansimilarity
is muchhigherthanfor high dimensionaldata.Thusa higher � worksreasonablywell for low dimensional
data.For very high dimensionaldata,any threshold�

�‘� causesa lossof thealreadysparseinformation
leadingto anevenmoresparsegraph.Any clusteringalgorithmthatattemptsto partitionthis graphinto a
smallnumberof sub-graphfails dueto insuf�cient informationfor clusteringresultingin a largenumberof
disconnectedcomponents.Thus,often for suchdata, � hasto be kept at 0. But themain purposeof � in
ROCK wasto differentiatebetweena low overlapvs. a high overlapbetweentwo pointswhich doesnot
happenif � is kept at 0. Sincethe Connectivity Matrix is computedover a weightedsimilarity matrix, it
takescareof this issueautomatically. Thetime-complexity of this stepis equivalentto time-complexity of
Link Computationin ROCK.

3.3 Clustering & Balancing

Completelink agglomerative clustering[4] is appliedto the MMSIM similarity measure.Closenessis
de�nedbetweentwo clustersin termsof bothMMSIM similarity andbalance.Theresultingvalue-balanced
agglomerative connectivity clusteringalgorithmis presentedin thissection.

In completelink agglomerativeclustering,alsousedin ROCK [5], atthestartinglevel, ’ =1all pointsare
treatedasclusterswith onepointeach.At eachiterationthetwo clustersthatareclosestaremergedtogether.
Thusto obtain “ clusters,

�

€

�S”

“ iterationsarerequired,where
�

€

�

is thetotalnumberof customers.Once
the clustersaremerged,the connectivity andthe closenessmeasureof the mergedclusterswith the other
clustersis recomputed.

3.3.1 Connectivity betweentwo clusters

The connectivity betweentwo clusterswith singlepointsis thesameasthe connectivity betweenthe two
pointsthemselves. At any iteration,if clusters' and ‚ aremergedto form cluster " , thentheConnectivity
betweencluster " andsomeclusterP is computedby simplyaddingtheconnectivity of theoriginal clusters
with clusterP , in amannersimilar to theLink computationof ROCK andis shown in Figure1.
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Figure1: Computationof the connectivity betweena clusterformedby merging two clustersanda third
cluster.

3.3.2 ValuebasedCluster Weights

A weight is assignedto eachclusterbasedon thenet valueof the transactionsof all the customersin the
cluster. Let

O

% denotethe total amountof money spentby customer' in all the transactionsacrossall the
products.If R is the total money spentby all the customers(total revenue)in the whole transactiondata
thentheweight E

% of customer' is:

E
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• C (6)

Also,
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�

(7)

If all thepointshadaweightof 1, thentheeffect of theweightsdisappears.
Initially, eachclusteris a singlepoint. Whentwo clusters' and ‚ aremergedto form cluster" , thenthe

weightof themergedclusteris equalto thesumof theweightof theindividual clusters,i.e. -

EG 9�=E
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‹—E�6 (8)

3.3.3 Goodnessof merging two clustersand balancing

Thegoodnessof merging two clusters' and ‚ at iterationlevel ’ of theclusteringprocessis givenby -
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wherep

% and p
6 arethenumberof pointsin clusters' and‚ respectively, �}Ÿ is thebalancelevel between

0 and   , and š¡%
6 is thebalancingfactorfor clusters' and ‚ de�ned asfollows
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Themeandensityof theConnectivity Matrix is:
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Theexpectedvalueof Connectivity betweentwo clusters' and ‚ would thenbe-
±

y

…

��'

�)‚

�)zi�

¨

�Zm²�Lp % p³6 (12)

Thedenominatorof Equation9 containsthe term p % p³6 . This is thenormalizationtermandis propor-
tional to theexpectedvalueof connectivity betweentwo clustersasproved above. Sincethereis a higher
expectedconnectivity with alargercluster, normalizingby theexpectedvalueremovesthisbias.Thesecond
termin thedenominatorš9% 6 is usedfor balancing.It penalisesmergingof two clustersthatwouldresultin a
clusterbiggerthantheaverageclustersizeat iterationlevel ’ . In CompleteLink Agglomerative clustering,
theaveragesizeof theclusterafter iteration ’ is

H –™H

H –™H

¬³´

. Thepower #^µ on the term š?%

‚ is a realnumber
between0 and   to control thedesiredbalancing.Thehigherthevalueof # µ , themorethebalancedthe
resultswouldbe.For valuesof #©µ·¶

ª

� or so,clusteringresultsarealmostperfectlybalancedby value,i.e
all clustershave equalgrossvalue.For #$µŠ�

� , no balancingis enforcedandnaturallyunbalancedclusters
areobtained.#^µ is availableto theuserto controlthebalancingof theclusteringresults.

If all thepointshada weightof 1 to begin with, theclusterswill have almostequalnumberof points,
i.e. they wouldbebalancedby numberof pointsandnotvalue.

4 A clustering evaluation paradigm for Graph basedClustering

This sectiondescribesanapproachto benchmarktheperformanceof variousgraph-basedclusteringalgo-
rithms suchasROCK [5], METIS [13] , HMETIS [15] andVBACC. Two differentattributesde�ne the
qualityof agraph-basedclusteringor graph-partitioning,

1. How well separatedthesubgraphsare.

2. How balancedtheclustersare.

For a meaningfulClusterSpace,reasonablybalancedclusterswould bedesirable.But thereis a trade-
off involved. For balancinganunbalancedresult,somepointsneedto bemovedfrom thelargerclusterinto
thesmallerones,thatoftenresultsin a poorerseparationof thesubgraphs.An algorithmcanbede�ned to
bebetterthananotheroneif thefor thesameamountof balancingthereis smallerlossin clusterseparation.
Figure2 shows a simple exampleof sucha balancing. Beforebalancing,on the left side of the image,
oneclusterhad4 pointsandtheotheronehad6 points. It representstheoptimalpartitioningwithout any
balancingenforced.Moving onepoint from thesmallerclusterto thelargeronewould resultin a perfectly
balancedsetof clusterswith 5 pointseach.Noticethatthepoint thatwasshiftedfrom thebiggerclusterto
thesmalleronein theright partof the�gure wouldresultin optimalbalancing,althoughit wouldstill result
in thenumberof connectionsbetweenthetwo sub-graphscorrespondingto thetwo clustersto goup from 2
to 3.

Thenext two sub-sectionsde�ne thecostfunctionsfor measuringthequalityof clusteringbasedon the
degreeof sub-graphseparationandbalanceof theresults.Thethird sub-sectionthende�nes a methodfor
comparingtwo graph-basedclusteringalgorithmsbasedon acombinationof boththecriteria.

For any cluster' , theproductvector
O

% is computedasfollows -

1. Extractall thetransactionsfrom thetransactiondatawherethecustomeris a memberof thecluster'

into a set ,!/ representingthesetof all thetransactionsfor cluster' .
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Figure2: Optimalbalancingof two clustersin agraph-basedclusteringapproach.

2. Generatetheproductvectoŗ¹/ from ,!/ wherethe "

(+*

entryof thevector¸�/ containsthetotalrevenue
for product" in cluster' .

4.1 Cluster Overlap RelativeCost

The overlap measureº���'

�)‚

� de�nes the degreeof overlap betweenany two clusters ' and ‚ using the
similarity measurede�ned in Equation4. It is computedasfollows -
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Themeanoverlapfor all thepairsof clustersfor aclusteringresultwith ¾

†

clusterswouldbe-

ºÀ¿$ÁžÂ�Ã���ª

[ŠÄ2Å

%
N

�
[

%

¬

�

6&N
%

º���'

�)‚

�

¾

†

�~¾

†

”

�

�

(14)

Noticethat ºÀ¿™ÁLÂYÃ is alwaysbetween0 and1. Thelowertheoverlap,thehighertheseparationandbetter
theclusteringresults.Therelative overlapcost º9Æ

Á
l

Â

(

%ÈÇ
Á

is ameasureof theoverlapbetweentheclustersas
comparedto theoverlap º¡Æ

Â�Ã0É�Êž¿ amongin a randomsetof clusters-
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l
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Á

�
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Â�Ã0É�Êž¿

(15)

Thusit is a measureof how badtheclusteringresultsarein termsof clusteroverlapascomparedto a
randomsetof clusters.For any clusteringalgorithmthat is ”better thanrandom”,therelative overlapcost

8



ºÀÆ Á l Â
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%½Ç Á
is between0 and1; thelower thebetter.

4.2 Cluster BalanceMeasure

Theclusterbalancemeasureš

†

is ameasureof how balancedtheclusteringresultsare.Also thebalancing
needsto bemeasuredin termsof valueof transactionsin eachclusterandnot thenumberof pointsin the
clusters,sincetheclusteringprocessis valuebased.

Thetotal valueof transactionsin acluster'>Ë % canbecomputedby addingtheproductvectortogether-

Ë
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Therelative revenuesizeof aclusteris givenby -

h % �

Ë %

•

�Z,œ�

(17)

where
•

�Z,œ� is thetotal revenuefor thetransactionaldata , onwhichclusteringwasperformed.Using
aninformationtheoreticapproach, thebalancemeasureis computedas-
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Notethat �œÎ

š

†ÐÏ

� .

4.3 Cluster Overlap-BalanceCurve

Theclusteroverlap-balancecurve is asimplebut powerful techniqueto comparetheperformanceof various
graph-basedclusteringalgorithmswhile incorporatingbothmeasuresof goodness- thedegreeof balanceš

†

andminimizationof relative overlapcost º?Æ
Á

l
Â

(

%ÈÇ
Á . Thevalueof theoverlapfor randomclustersis obtained

asthemeanof a numberof randomsolutionsfoundexperimentallyto make it statisticallyreliable. A plot
is generatedfor all the resultsof variousclusteringalgorithmswith theY-axisof theplot representingthe
relative overlapcost º<Æ

Á
l

Â

(

%ÈÇ
Á

andX-axis representingthebalanceš

†

. SincetheVBACC algorithmallows
for a gradualbalancingby varying the balancinglevel #

µ de�ned in Equation9, a continuouscurve is
plottedfor variousvaluesof #�µ , givena �x ednumberof clusters¾

†

.
Oncethisis done,any otheralgorithm

�9Ñ

Q resultscanbecomparedto theresultsof VBACCby checking
its positionon theplot ascomparedto VBACC'scurve. If theresultfor

�

lies above thecurve of VBACC,
thenit is inferior to VBACCandif it liesbelow thecurve, thenit is superiorto VBACC.This is sobecause
for thesameamountof balance,if theclusteroverlapis more,thenthe resultis lesspreferable;sincethe
goalis to minimizeclusteroverlapandmaximizeclusterbalance.

5 Outlier Removal

Outlier removal is very important for most clusteringalgorithmsas they can signi�cantly in�uence the
quality of results. This sectiondescribesa simple outlier removal techniquefor graph-basedclustering
approachessuchasVBACC.It resultsin asigni�cant improvementin thequalityandbalanceof theclusters.
In a graph-basedclusteringalgorithm,thepresenceof outlier in thedataoftenresultsin highly unbalanced
clustersastheoutlier pointsaredissimilarto mostotherpointsanddo not getmergedwith otherclusters.
For example,if thereare20 disconnectedsinglepointsor small subgraphs,thenno matterwhat balance
level �¤Ÿ is used,thesepointsdo not getclusteredwith any othercluster. If thenumberof clustersdesiredis
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Figure3: Comparisonof performanceof VBACCwith HMETIS [15] andROCK.TheX-axisrepresentsthe
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only 23, then20 of theseclusterswould be thesingletons.Oneindicationof potentialoutlier is whenthe
clusteringwith abalancelevel �DŸ^�

� returnsmany tiny clustersanda few largeclusters.
A conceptcalledrevenuecoverageÓ canbede�ned asfollows thatallows optimaloutlier removals; Ó

is ameasureof thefractionof thevalue(revenue)still coveredby theremainingcustomersaftertheremoval
of outliers. Thus Ó takesa valuebetween0 and1 andis speci�ed by the user. Given a clusteringresult,
theautomaticoutlier removal routinethenstartsremoving thesmallestclusters�rst until the Ó is justabove
speci�edvalue.
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Figure4: Theeffect of outlier removal for Ó = 0.9931. The top part shows theclusterdistribution for 70
clustersbeforeoutlier �ltering while thebottompartshows thedistribution aftertheremoval of outliers.

6 Experimental Results

VBACC clusteringwasperformedon a real life datareferredto asHorizondata in this paper, providedby
KD1 o (now acquiredby NetPerceptions)to illustratetheissues.Figure3 shows therelative performanceof
VBACCwith ROCK [5] andHMETIS [15]. As thebalancingincreases,thequalityof theclusters(whichis
inverselyproportionalto theoverlap)degradesrapidly for all algorithms.NoticethatVBACC consistently
outperformsbothHMETIS andROCK by having at least30 	 lessrelative overlapthanROCK. HMETIS
givestheworstperformance.Thehigherpartof thecurve with balanceof morethan0.8 have almosthalf
asmuchoverlapasrandomclustersand1500timesmoreoverlapthantheleastbalancedresultof VBACC,
whichhasanoverlapof only 0.00009only. Therandomclustershave anoverlapof about0.14.

Figure4 shows theeffect of outlier removal on onesuchdatawith a coverageof 99.31 	 . All clusters
with total revenuesmallerthan Ô 1.88werethrown away. Theleft handsideof the�gure shows therevenue

Õ
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distribution beforetheoutlier removal among70clusterswhile theright �gure shows thedistribution of the
remaining24 clustersafter theoutlier removal. Theclusteringcanberepeatedon the remaining99.31 	

databut for graph-basedapproaches,theimprovementin asecondroundof clusteringis insigni�cant unless
substantialbalancingwasenforced.Thus,for �ltering outliers,clusteringshouldbeperformed�rst without
ahighbalancingthreshold.Notethatalthough46of the70clusterswerethrown away, eachof theseclusters
wereinsigni�cant in sizeandtheremaining24 clustersstill cover 99.31 	 of therevenue.

The balancevariationoccurringin ROCK resultsare for variousvaluesof � andhencearenot pre-
dictable.It is alsoclearfrom Figure3 thatVBACC allows balancingof clusteringresultsin a muchwider
rangethanHMETIS andthereis asmoothdegradationin clusterseparationfor morebalancedclusters.

Notethattheclusteringresultsarecomparedwithouttheoutlierremoval to keepthecomparisonsconsis-
tent. With theoutlier removal techniquedescribedin Section5, theresultsaresigni�cantly betteralthough
notcomparablewith theotheralgorithms.

7 Concluding Remarks

For many transactionaldatasets,a small numberof customersaccountfor mostof the visits, revenueand
transactionswhile thevastmajorityvisit very rarelyandpurchaseonly a few itemsoutof a largenumberof
products.This causesnaturalclusterson transactionaldatato behighly unbalanced.Also, a smallnumber
of productsaccountfor a majority of the revenuewhile a large numberof productshave a small revenue.
Someproductshave high unit costwhile mosthave a small unit cost. Thustaking the valueof the pur-
chaseinto accountis important.Thefuzzy set-basedsimilarity measurealongwith theVBACC clustering
algorithmcombinestheadvantagesof graph-basedclusteringwith valuebasedclustering,andprovidesan
excellentmethodfor balancingof clusters.Removing outliersis extremelyimportantfor transactionaldata
andimprove theclusteringresultssigni�cantly, withoutany signi�cant lossin revenuecoverage.
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